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Randomness
What Randomness Does
There are two essential changes which randomness can produce in a game.  In the first case, it can be used to alter starting conditions, and thereby generate (to some extent) new content for the player—for example, the random levels generated in Diablo.  In the second case, it can be used to impact game balance, by making the outcome of the game partly dependent on chance rather than on the players’ choices.  Of course, if the various new contents randomly generated are not all equally favorable to any given player, then these affect the outcome (and therefore impact game balance) as well.

Randomness and Balance
There are two extreme game scenarios which it is usually desirable to avoid when selecting how to apply randomness to a game.  The first, and more obvious, is the case where the player’s choices are irrelevant, and the game is simply determined by chance; in this case, the randomness has removed all interesting choices from the game.

The second is that a very trivial advantage of one player should absolutely guarantee victory.  This is more subtle, and it might be objected that it would be absurd to hand the victory to the player who played more poorly, but consider what happens over the course of many games:  if two players are very closely matched, but one of them is very slightly better, do we really want the slightly superior player to systematically win every time the two play?
To this it may be replied that players are not so consistent and will not play equally well in every game, and this is generally true—but notice that this has solved the problem specifically because it has introduced randomness into the scenario, even if it does not come from the game itself.  Also notice that the slight advantage may not come from anything that one of the players does in the game; it might be the fact that one player was given the first move in a turn-based game, or that one player has a faster computer.

Take a similar example.  Suppose that a player can select between one of two strategies.  Strategy A will give the player 14 points, while strategy B will give the player 15 points.  Intuitively, we would expect that strategy B is better, and that a more skilled player will choose it.  But suppose that no matter what the opposing player does, he will never have exactly 14 or 15 points—he can only get 13 or lower, or 16 or higher.  If there is no randomness in the game, the choice of strategy A or B is actually completely irrelevant—relative to other game elements, they have equal effectiveness.

Thus, randomness can be used to provide game resources with a scale of effectiveness.  Strategies A and B might both be moderately good, but if one provides a 60% chance of winning and the other provides a 65% chance of winning, then we can tell some difference between them, even if anything the opponent can do will be either better than both or worse than both.  Strategies C and D might both provide decisive advantages, but if one provides a 99% chance of winning and the other provides only a 95% chance of winning, we can still say that one of them is actually better than the other.  In a strictly nonrandom game, a better strategy now might mean that you can recover from some future blunder, or that your opponent need not make as many blunders before you win, but against any particular opposing strategy, there are only two qualities of strategies you can adopt—those that let you win, and those that don’t.
It seems fairly clear that the former problem (a game where the player’s choices do not matter) is more devastating to a game than the latter (a game where any advantage is decisive).  Strictly nonrandom games like chess have attained long-lived and widespread interest as games, while strictly random games (like slot machines) only seem to be capable of maintaining interest when the outcome of the game is used to decide something that the player is independently interested in (such as his bank account).  Therefore, care should be taken wherever randomness is introduced to be sure that its contribution to game outcome is going to be small (i.e. that a lucky player who plays poorly will still usually lose to an unlucky player who plays well).
It is also worth noting that only certain kinds of randomness can facilitate the sort of advantage scaling described above.  For example, we could imagine taking a nonrandom game and adding a rule that just before the game ends, there is a small chance that player who is about to lose will actually win instead.  However, it should be clear that this changes nothing of how the game is played:  it might mean that the player with the advantage has a 99% chance of winning instead of a 100% chance, but there are still only two possible probabilities of victory (1% and 99% instead of 0% and 100%).

Thus, in order for a possible random outcome to achieve this effect, it must have a chance of providing an advantage to one side which is larger than some advantages which could be gained by skill but smaller than others; in other words, it should have the possibility of reversing a close game, but not a game where one player is clearly playing better.  The general strategy is to have something like a bell curve, where small advantages are likely to be reversed and successively larger advantages are progressively less likely to be reversed by mere chance.
Randomness and Content
Since a game is essentially an interesting series of choices, a basic problem is presented to the player on any repeat game:  the player has already seen the situation that presents his first choice and has already made the same decision before.  It is, to that extent, less interesting, because the player doesn’t need to consider it as thoroughly (and possibly not at all).  To combat this, some games employ randomized content, thereby presenting the player with a new choice instead of an old one.
The first thing to notice is that this randomized content is really only relevant when the game is played more than once; if the game is played only once, then only one random outcome is actually experienced, and that might as well have been the only possible one for all the difference it makes to the player.
Random content can be divided roughly into two kinds:  differences in amount and differences in nature.  An attack which randomly deals 10-20 damage creates a difference in amount; a cave which is randomly inhabited by either a troll or a dragon creates a difference in nature.  It is very difficult to find ways in which a difference in amount can affect a player’s decision process more than it affects game balance, and so random content generally relies almost exclusively on differences in nature.  The problem, of course, is that while computers can generate passable random numbers on their own, they generally aren’t very good at generating random, unique, balanced scenarios for arbitrary games without a lot of very specific instruction, so usually we need the designer to create a list of possible scenarios and ask the computer to simply choose randomly between them.
One way we could imagine implementing random differences in nature would be to have some set of integrated scenarios, each constructed by hand and each completely different, and allowing the game to select one out of this set at the start of the game.  However, if this is done, the designer is effectively creating a series of different games all using (probably) the same basic game mechanics, and it is very difficult to see why he should not admit that he is doing this and package his work as a series of similar games instead of a single game with random content.
Therefore, the usual way of generating random differences in nature is to have several independent random choices whose results can be automatically integrated.  Thus, instead of the designer hand-crafting 20 possibilities and letting the computer choose one, he can create two sets of 10 possibilities and end up with 100 possible outcomes, or four sets of 5 possibilities and end up with 625 possible outcomes—thereby multiplying the number of possible complete scenarios while still creating the same total amount of content.
The trick then becomes figuring out how to create these independent random choices which will always integrate into a complete interdependent whole, since if the effects of each of these choices are actually independent in the game and the player simply addresses them one at a time, then we haven’t actually increased the number of unique choices for the player to make.  This is easier in some games than in others.  In games where the player naturally faces several obstacles simultaneously and must adopt a strategy that addresses all of them at once, then the obstacles can sometimes be independently randomized, and the player’s challenge comes from the entire set rather than each one individually.  On the other hand, games where the player tends to address problems in succession and can focus on one while effectively ignoring the others require the designer to find a way to generate obstacles which are generated from several different elements (effectively reducing this to the former case).

More complex approaches could be taken.  For example, given enough computing power, it might be possible to generate scenarios according to very wide parameters—including scenarios which are “bad” in some way (trivial, impossible, inconsistent, etc.) and should not be used—and then using some secondary system to throw out the bad ones without the player seeing them.  For example, the easiest way to generate a maze might be to place walls randomly, verify that a correct path through the maze exists (possibly with some minimum length), and re-randomize if not.

Presently, randomly-generated game content is generally easily detectable and noticeably inferior to human-generated game content, preventing significant variation in the important aspects of a game, but I am hopeful that we may learn to do better in the future.
